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About the Exam

Date: 10.11.2026

3-hour written exam

Open-book (not sure about internet access, yet, so download the material in
advance)

No GenAl

| don’t care about your grammar/spelling, make a good argument and you will get
the points.
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About the Exam

Points per question are your indicator for the amount of effort you should put into
any question.

Think of it this way: 100 points for 180 minutes = 1 point per 1.8 minutes. So a 5

point question should take roughly 9 minutes. For a 15 point question you can
calculate almost half an hour.

With low point questions: start shallow and go deeper if you have the time. High
point questions usually need some sort of deeper explanation or are split into
multiple sub-parts (points indicated).
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About the Exam

Example Questions:

1. You are part of the developer team of the StoryNet Al platform for

automatically generating stories for children. (14 Points)

a. Why is Ethics-by-Design essential for such a system before deployment? (6 points)
b. Describe how the ethical safeguards designed at the start should be revisited and revised
during the product lifecycle. (4 points)

c. ldentify two limitations or risks of relying too heavily on design-stage ethics rather than
ongoing participation. (4 points)

2. What is the difference between moral agency and moral patiency? Explain
why this distinction becomes especially important when discussing advanced
autonomous systems. (6 Points)

Al, Ethics, and Society 2026 - Leonard M. Eberding



About the Exam

Example Questions:

3. Choose three approaches as described in the Six Lenses of Ethical Decision
Making by the Santa Clara Markkula Center for Applied Ethics. Explain their
core ideas and, in general, how they can be used to identify tensions during a
decision-making process. Provide one example in which such a tension can
be identified by applying two of your chosen approaches. (8 Points)
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Recap

Last week we looked at different risk categories of Al.
These categories include:

- Epistemic Risk
- Moral Risk

- Political Risk

- Social Risk

- Legal Risk
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Recap

We also looked at the 13 categories of systemic risks outlined in Uuk et al. (2024)
- A Taxonomy of Systemic Risks from General-Purpose Al

These include:

Control, Democracy, Discrimination, Economy, Environment,
Fundamental Rights, Governance, Harm to Non-Humans,
Information, Irreversible Change, Power, Security, and Warfare
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Recap

We also took a very short look at an hypothetical example:

A university uses Al to flag students at risk of failing a course, based on
attendance and grades.

Would you want it to be deployed? Why? Why not?
What would you need to know before making your decision?
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Questions

A bit different today.
Many of the questions you asked have not a clear answer.
| am very happy about that, btw.

Asking these questions is a goal of this lecture.

So let me ask you some of these questions.
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Questions

When should ethical risks justify stopping the deployment of an otherwise accurate
system?
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Questions

Who should decide what is “too risky” for an Al system? Companies, government,
users, ...?7
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Questions

How can we effectively take part in mitigating and eliminating these risks as Al
researcher?
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The EU Al Act
And its Code of Practice
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The EU Al Act

Four major points:

1. Who has the obligation?
2. Who is the “User™?
3. Classification of Al according to its risks

4. General Purpose Al (GPAI)
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EU Al Act - Who has the obligation?

The majority of obligations fall on providers (developers) of high-risk Al systems.

e Those that intend to place on the market or put into service high-risk Al
systems in the EU, regardless of whether they are based in the EU or a third
country.

e And also third country providers where the high risk Al system’s output is
used in the EU.
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https://artificialintelligenceact.eu/high-level-summary/

EU Al Act - Who is the “User”?

Users are natural or legal persons that deploy an Al system in a professional
capacity, not affected end-users.

e Users (deployers) of high-risk Al systems have some obligations, though less

than providers (developers).
e This applies to users located in the EU, and third country users where the Al

system’s output is used in the EU.
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The EU Al Act - Classification by Risks

Four different risk levels:

1. Unacceptable risks - prohibited
2. High risks - highly regulated
3. Limited risks - transparency obligations

4. Minimal risks - unregulated
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Minimal Risks )

No further regulation. This includes the majority of Al applications currently
available on the EU single market, such as Al enabled video games and spam

filter (as of 2021, currently changing due to GenAl)
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Limited Risk )

Developers and deployers must ensure that end-users are aware that they are
interacting with Al. Includes, for example, chatbots or deepfakes.

An own “Code of Practice on marking and labelling Al-generated content” has
been released:
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Unacceptable Risks )

Al systems that do one of the following are prohibited according to the Al act.
Keep in mind, there is an extra section on General Purpose Al systems.

Al systems:

e Deploying subliminal, manipulative, or deceptive techniques or exploiting
vulnerabilities related to age, disability, or socio-economic circumstances to
distort behaviour causing significant harm.

e Biometric categorisation systems inferring sensitive attributes, except labelling
or filtering of lawfully acquired datasets or within law enforcement.

e Al systems that create non-consensual intimate imagery of identifiable people
(“nudifier” apps) or child sexual abuse material.
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Unacceptable Risks )

Continued:

Social scoring

Assessing the risk of an individual committing criminal offenses solely based
on profiling or personality traits (except when used to augment human
assessment)

Compiling facial recognition databases by untargeted scraping of facial
images (from the internet or CCTV)

Inferring emotions in workplaces or educational institutions (except for
medical or safety reasons)
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Unacceptable Risks )

e Real-time remote biometric identification in publicly accessible spaces for law

enforcement, except when:
o Searching for missing persons, abduction victims, etc,
o Preventing substantial and imminent threat of life, or foreseeable terrorist attacks, or
o Identifying suspects in serious crimes (e.g., murder, rape, armed robbery, narcotic and illegal
weapons trafficking, organised crime, and environmental crime, etc.)

e Even if allowed, only when:

o not using it would cause considerable harm,
o before deployment, police completed a fundamental rights impact assessment and registered

the system in the EU database, and
o before deployment, authorisation from a judicial authority or independent administrative

authority was obtained.

Al, Ethics, and Society 2026 - Leonard M. Eberding


https://artificialintelligenceact.eu/high-level-summary/

Interlude regarding facial recognition

Forensic Discipline False Positive Rate False Negative Rate
Facial recognition (FRT) 0.0001% 0.06%
Fingerprint comparison 0.1% 7.5%
Firearm comparison 1.01% 0.37%

Table 1: Example error rates for FRT ([27]) compared to fingerprint ([28]) and firearm ([29]) comparisons, as they are
currently practiced. When applied to high-quality images, facial recognition technology (FRT) outperforms many
traditional forensic disciplines in terms of accuracy. However, it is important to note that the reported error rates come
from studies that have faced methodological criticism ( [30]).

Should we use facial recognition then? | mean, we are using fingerprint
comparisons and firearm comparisons right now and they are worse - right?
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High Risks )

High risk Al systems are those:

e used as a safety component or a product covered by EU laws in AND
required to undergo a third-party conformity assessment under those
laws; OR

e listed under use cases ([next slides]), except if:

o the Al system performs a narrow procedural task;

o improves the result of a previously completed human activity;

o detects decision-making patterns or deviations from prior decision-making patterns and is not
meant to replace or influence the previously completed human assessment without proper
human review; or

o performs a preparatory task to an assessment relevant for the purpose of the use cases listed
in Annex llI.
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High Risks )

e Al systems listed under are always considered high-risk if it profiles
individuals, i.e. automated processing of personal data to assess various
aspects of a person’s life, such as work performance, economic situation,
health, preferences, interests, reliability, behaviour, location or movement.

e Providers whose Al system falls under the use cases in but believes

it is not high-risk must document such an assessment before placing it on the
market or putting it into service.
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High Risks - Systems listed in Annex |l

Annex III use cases

Non-banned biometrics: Remote biometric identification systems, excluding biometric
verification that confirm a person is who they claim to be. Biometric categorisation systems
inferring sensitive or protected attributes or characteristics. Emotion recognition systems.

Critical infrastructure: Safety components in the management and operation of critical digital
infrastructure, road traffic and the supply of water, gas, heating and electricity.

Education and vocational training: Al systems determining access, admission or assignment to
educational and vocational training institutions at all levels. Evaluating learning outcomes,
including those used to steer the student’s learning process. Assessing the appropriate level of
education for an individual. Monitoring and detecting prohibited student behaviour during tests.

Employment, workers management and access to self-employment: Al systems used for
recruitment or selection, particularly targeted job ads, analysing and filtering applications, and
evaluating candidates. Promotion and termination of contracts, allocating tasks based on
personality traits or characteristics and behaviour, and monitoring and evaluating performance.
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High Risks - Systems listed in Annex |l

Access to and enjoyment of essential public and private services: Al systems used by public
authorities for assessing eligibility to benefits and services, including their allocation, reduction,
revocation, or recovery. Evaluating creditworthiness, except when detecting financial fraud.
Evaluating and classifying emergency calls, including dispatch prioritising of police, firefighters,
medical aid and urgent patient triage services. Risk assessments and pricing in health and life
insurance.

Law enforcement: Al systems used to assess an individual’s risk of becoming a crime victim.
Polygraphs. Evaluating evidence reliability during criminal investigations or prosecutions.
Assessing an individual’s risk of offending or re-offending not solely based on profiling or
assessing personality traits or past criminal behaviour. Profiling during criminal detections,
investigations or prosecutions.
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High Risks - Systems listed in Annex |l

Migration, asylum and border control management: Polygraphs. Assessments of irregular
migration or health risks. Examination of applications for asylum, visa and residence permits,
and associated complaints related to eligibility. Detecting, recognising or identifying individuals,
except verifying travel documents.

Administration of justice and democratic processes: Al systems used in researching and
interpreting facts and applying the law to concrete facts or used in alternative dispute resolution.
Influencing elections and referenda outcomes or voting behaviour, excluding outputs that do not
directly interact with people, like tools used to organise, optimise and structure political
campaigns.
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The EU Al Act - General Purpose Al (GPAI)

e All GPAI model providers must provide technical documentation, instructions
for use, comply with the Copyright Directive, and publish a summary about
the content used for training.

e Free and open licence GPAI model providers only need to comply with
copyright and publish the training data summary, unless they present a
systemic risk.

e All providers of GPAI models that present a systemic risk — open or closed —
must also conduct model evaluations, adversarial testing, track and report
serious incidents and ensure cybersecurity protections.

( )
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The EU Al Act - General Purpose Al (GPAI)

There is a lot of stuff in the EU Al Act about GPAI and how they are regulated.

One way to resolve this regulation is to sign and follow the Code of Practice
published by the Al office of the EU.

So what is this Code of Practice?
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Code of Practice

What it is:

e |t offers a clear framework to help developers of GPAlI models meet the
requirement of the EU Al Act.

e A set of measures the company can implement sorted into 12 forms of
commitments regarding three different aspects (chapters).

What it isn’t:

e A definite regulation that all Al providers must follow:
o Providers are free to demonstrate compliance through other appropriate measures.
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Code of Practice - Three Chapters

The Code of Practice is divided into three chapters:

1. Transparency

2. Copyright

3. Safety and Security

Each chapter is divided into commitments (in total 12) and each commitment
divided into implementable measures (in total 40)

We will not cover all of them!
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Code of Practice - Transparency

Regards the documentation for every GPAI model distributed within the EU
(except free, open-source models that pose no systemic risks).

Commitment 1: Documentation

e Signatories pledge to:
o Keep comprehensive, current documentation for every model (Measure 1.1)
o Facilitate information sharing with the Al Office and downstream providers (Measure 1.2)
o Safeguard the accuracy, completeness, and protection of all documentation (Measure 1.3)

These commitments do not apply to free and open-source models, unless they are
classified as a GPAI model with systemic risk.
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Code of Practice - Copyright

Ensures alignment with EU Copyright law, especially the requirement for prior
authorization unless specific exception apply (such as text and data mining).

A robust copyright policy that clearly defines internal responsibilities and complies
with legal standards must be developed and regularly updated.

Data collected via web crawling is lawfully accessible, respect machine-readable
signals like robots.txt, and avoid accessing websites flagged for copyright
infringement.

Additional technical safeguards should minimize the generation of infringing
content, and ToS must clearly prohibit unauthorized use.

And more...
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Code of Practice - Safety and Security

Longest chapter, including 10 of the 12 commitments and 32 of the 40 measures.

Safety and Security Framework

Systemic risk identification

Systemic risk analysis

Systemic risk acceptance determination
Safety mitigations

Security mitigations

Safety and Security Model Reports
Systemic risk responsibility allocation
Serious incident reporting

Additional documentation and transparency
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Code of Practice - Who has signed it?

As stated previously, this is not mandatory, so the big question is:

Who has signed it? And who is choosing their own compliance actions?
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Code of Practice - Who has signed it?

Google Aleph Alpha Lawise
OpenAl Bria Al Open Hippo
Microsoft Cohere Pleias
Amazon Cyber Institute Re-inverta
IBM Domyn ServiceNow
QUUICRIE Dweve Virtue Turing
Accexible =

Fastweb Euc Inovagao Portugal

Al Alignment Solutions
Humane Technology And more to come...
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Code of Practice - Who hasn’t signed it?

Of course, a lot of companies are not on this list (yet), but most notably:

Meta  has publicly announced that it would not sign.

xAl has only agreed to signing the chapter on safety, decrying the rest
as “profoundly detrimental to innovation”
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Timeline

01.08.24 02.02.25 10.07.25  02.08.25 27.07.26 Today

| >

02.08.26

- 01.08.2024: Al Act enters into force.

- 02.02.2025: Prohibited practices and Al literacy duties apply.

- 10.07.2025: GPAI Code of Practice is published.

- 02.08.2025: GPAI model obligations apply.

- 27.07.2026: Digital Omnibus on Al enters into force, delaying high-risk rules and adding bans.

- 02.08.2026: Transparency duties apply (chatbot disclosure, deepfake labelling) and the
Commission can start enforcing the GPAI rules.

Al, Ethics, and Society 2026 - Leonard M. Eberding



Timeline

02.12.2026 02.08.27  02.12.27 02.08.2028 02.08.2030

| >

- 02.12.2026: New bans on "nudifier" systems and Al-generated child sexual abuse material apply.
The grace period for machine-readable marking on systems already on the market ends.

- 02.08.2027: GPAI models released before August 2025 must comply, and every member state
must have a regulatory sandbox running.

- 02.12.2027: High-risk rules apply to Annex Ill systems (employment, education, law enforcement
and so on). Original date: 02.08.2026.

- 02.08.2028: High-risk rules apply to Al in Annex | regulated products (medical devices, toys,
machinery). Original date:02.08.2027.

- 02.08.2030: Deadline for high-risk systems intended for use by public authorities.
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